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Vision is one of the most studied systems in the human organism.  The visual system contains a fairly complex set of neuronal layers that ultimately end in the visual cortex, the posterior portion of the brain.  There, signals from the eyes are transformed into images the brain can understand and relate to.  However, while the system itself is well studied, the manner in which the brain develops the visual system is relatively poorly understood.  Consequently, many difficulties arise when computer scientists try to model human vision.  

A particular real world problem that is often quite difficult for humans to solve independently, is feature recognition between similar objects.  A computer, however, should be much more capable at detecting those miniscule differences.  For example, fingerprint classification is a well known and very important problem in the criminal justice system.  Having a program that can quickly identify a set of fingerprints helps expedite many judicial processes.  Another example of feature recognition for which a computer may be much better suited for than a human is malignant skin cancer detection.  Using previously identified markers for skin cancer, such as specific ridges and grooves in the skin, a neural network could theoretically determine if a new skin sample has some kind of tumor.  The two papers I researched involving patter recognition and classification dealt with these two topics, respectively.  

The first article, by K.A. Nagaty, dealt with the issue of accurate fingerprint classification from fairly well-defined images.  Fingerprints have been classified into three major categories: loops, arches, and whorls, each of which can be broken down into further subclasses.  To test the accuracy of his program, Nagaty used three different sets of classifications: four classes, five classes, and six classes.  The reduction from six to five classes involved folding together the twin loops and whorls categories.  The further reduction from five to four classes involved combining the arches and tented arches categories.  
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Figure 1.  The first step in block directional smoothing.  The fingerprint images were broken up into grids and then each grid block was transformed into a particular directional code.
In order to classify each fingerprint, the images first needed to be transformed into a form the neural network could use.  The first step in this process was achieved using block directional smoothing (Fig. 1).  As can be seen from this figure, each fingerprint image was broken up by a grid and then each grid block was classified as one of four different directional codes.  However, simply transforming the images into these four classes was not sufficient to identify the different characteristics.  Further smoothing was necessary and was achieved using a combination of horizontal and vertical operators.  The operators were applied to blocks of three adjacent (either horizontal or vertical) directional codes, as illustrated in figure 2.  
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Figure 2.  Four examples of vertical operators.  The smoothing that takes place using these operators helps better define the underlying shapes present in the fingerprint.

These operators were then applied to the entire, encoded fingerprint image.  While these operators do take away some of the original structure present in each image, the author claims that the overall structures are retained.  Since the goal of the network is not to identify an individual fingerprint but rather to accurately classify the image to make identification easier, only the basic structures are necessary while the minute details can be omitted.  

Once the block directional smoothing was complete, each image was transformed into a binary vector.  This transformation included a number of steps, the first of which involved changing each directional code (line) to a 3x3 binary matrix.  This was a fairly simple procedure as the lines corresponded to the orientation of ones in the matrix (every other entry was 0).  For example, a vertical line would be represented as a column of 0s, followed by a column of 1s, then 0s again.  Similarly a horizontal line would be the same only with rows in place of columns.  Once the matrices replaced the directional codes, the possibility of bifurcations presented itself (Fig. 3).  
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Figure 3.  Possible bifurcations resulting from matrix replacement of directional codes.  Bifurcations were removed using filter operators.
These bifurcations were then removed using filter operators, further smoothing the images.  Statistical features were then extracted from the images using a Euclidean Distance Measure (EDM) comparing the characteristic string of a fingerprint image to the characteristic strings of the 6 different classifications.  

The result of the extensive preprocessing imposed by Nagaty was that the neural network architecture was simplified dramatically.  The author was able to implement a very effective network using a simple, three-layer feedforward network.  Instead of designing a network to be all-inclusive for the six different classification types, Nagaty implemented a subnetwork for each classification type.  The result of these six subnetworks was then combined in the output layer of the original network to determine the correct classification of the fingerprint.  The input to the network was a simple binary string whose first n entries were the structural features extracted from the network during the preprocessing phase.  The last 6 entries of the input vector corresponded to EDMs for each of the six pattern classes (Fig. 4).
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Figure 4.  Overall network architecture.  The input is fed into six different subnetworks, each corresponding to a particular fingerprint pattern.  The output from the six subnetworks is consolidated in the final output layer of the major network.
In order to ensure that each subnetwork correctly classified their images, they were each trained independently on individual data sets containing 100 fingerprints each.  Learning was carried out using a simple backpropagation error technique.  

Once the network had been trained, Nagaty tested the efficiency of his network using the Egyption Criminal Evidence Fingerprint database, containing over 30,000 fingerprint images.  Not all of these images were used however, as many had been smudged or had a high amount of noise due to too much or too little inking.  In all, 1500 fingerprints were used, classified by eye as 446 whorls, 240 twin loops, 327 left loops, 303 right loops, 114 arches, and 70 tented arches.  During testing, Nagaty found that the two sets of categories, whorls and twin loops, and arches and tented arches, had the highest classification errors but only among themselves.  He found that by combining the whorls and twin loops categories and the arches and tented arches categories, his average classification accuracy went up dramatically.  His algorithm also well outperformed a previous, commonly used program developed in 1996 by Karu and Jain.  Their algorithm achieved a maximal classification accuracy of 85.4% while Nagaty’s algorithm had a much higher average accuracy and only dropped below 85% accuracy for the twin loops classification during the six-class test.  Nagaty noted that while the algorithm did not achieve 100% classification accuracy for any of the classes, this was to be expected as some fingerprints do not fit neatly into one class but can be classified using two or more different patterns.  

The second article I researched attempted to solve another, very different real world problem, with the same general approach.  Handels, et al., set out to classify skin marking as malignant melanomas (skin cancer) or moles.  Similar to Nagaty’s approach, Handels, et al., used a significant amount of preprocessing prior to the actual implementation of their neural network.  Since Handels, et al., are dealing with a much more complex set of images, their feature extraction techniques are consequently much more complex than Nagaty’s.  
The first technique Handels, et al., employ is a cooccurrence matrix, in which the relative frequency of two different levels of grey shading are measured.  These values are then stored in a normalized 64x64 matrix.  Their second feature extraction technique involves a Fourier power spectrum calculation.  Qualitatively, the power spectrum results in a topographical map with peaks occurring in rings of small radii if there are large scale patters and peaks occurring in rings of large radii if there are small scale patterns or the image is grainy.  Their third extraction technique derived from fractal geometry.  This technique interprets the skin profile of the melanoma or mole as a Brownian surface and fractal profile features were subsequently computed from the images.  
Once the feature extraction was complete, the authors needed to select which features would be used to classify the images as cancerous.  In order to do this, since they extracted about 94 features from each sub-profile, the authors implemented genetic algorithms, heuristic features, and greedy algorithms to determine suitable feature subsets for the classification task.  
In defining the feature subsets using the genetic algorithm, the authors attempted to bias the chromosome selection mechanism to favor those subsets with a smaller number of elements.  They claimed that for two sets with identical classifications, the one with fewer elements would be given a higher fitness and preferentially selected to replicate at the next round of evolution.  They found that stochastic universal sampling as a selection mechanism for chromosomes as well as either two-point or uniform crossover for recombination yielded the best results (97% accuracy) in under 10,000 iterations. 
Along with the genetic algorithm, Handels, et al., used heuristics and greedy algorithms to select feature subsets for recognition.  Two different greedy algorithms were implemented: the first began with a single element feature set and built up to a set with maximum accuracy while the second algorithm began with all the elements in a single set and pruned the set down to reach a subset with the highest classification rate.  Although the first greedy algorithm (95.5%, 7 features) came close to rivaling the genetic algorithm, the genetic algorithm won out in both classification accuracy and the fewest number of features present in the classification subset (97.7%, 5 features).  
Once the feature subset had been determined, the authors used a simple multilayer perceptron (MLP) to classify images as either melanoma or moles.  In training their network, they used a simple backpropagation learning rule, minimizing the sum squared error.  The number of inputs to their network corresponded to the number of features present in the subset, with each feature normalized to a zero mean and unit variance.  To test their network, they used either fixed topology MLPs, with either 12 or 15 neurons in each of the two hidden layers, or they used weight pruning as a means to optimize the classification performance dynamically.  While they found that the pruning algorithm had the capacity to yield a more accurate network, the fixed topology MLP with 15 neurons per hidden layer gave a comparable classification accuracy without the dependence on initial weight values.  
While both of these methods seem to accomplish the tasks they set out to, the second network appears much more complicated and computer intensive than is necessary.  Fingerprint images will clearly be much less complicated and more consistent between themselves than will pictures of skin, the authors of the second network seem to be extracting almost too much information from their images.  The fingerprint classification algorithm, although it does preprocess the images, does not change their meaning to nearly the same extent as does the melanoma algorithm.  In particular, the features extracted from the fingerprint images could be directly related to the classification steps involved whereas the features analyzed in the melanoma algorithm did not seem directly related to determining whether a skin growth was in deed cancerous.  In all, though dealing with a somewhat simpler sample set, the preprocessing and neural network applied to the fingerprint data seems much more applicable and reasonable, not to mention efficient, when compared to the algorithm implemented for the melanoma classification.  
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