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Abstract


Adding emotion recognition to human-computer interactions would allow computers to behave in ways that would feel much more natural to users.  This paper gives an overview of various methods of recognizing a person's emotional state using images of their face.  We focus on the relative merits of using an algorithmic or a neural networks approach to the problem, looking for a possible fusion of the two.

1 Introduction


Human-computer interaction is becoming increasingly ubiquitous in the modern world.  We interact with computers throughout the day, often without even knowing it.  However, sometimes our interactions with a computer are more direct, such as those with a desktop machine.  In cases such as this, when we cannot hide the fact that the user is interacting with a computer we seek to make the user interface as intuitive as possible.  Products live or die by how discoverable their user interface is.  The iPod is just one example of a product that became extremely popular because of its natural feeling interface.  Still, there are many areas in which improvements to this intuitive nature can be made.


An area of interaction between user and computer that is particularly lacking is the computer interacting with users on an emotional level.  Humans are  governed in large part by our emotions.  Users get frustrated when a program is taking too long and happy when something goes right.  Computer's cannot recognize these emotional reactions on the part of their user's.  This means that our computers cannot react to our emotions in ways that are intuitive to us.  If computers could react to the six basic emotions, happiness, fear, anger, surprise, disgust, and sadness, that are traditionally looked at in facial emotion detection their interactions with us would seem more natural on a very instinctual level.


Significant research has been done on finding ways for computers to be able to recognize their user's emotions.  In this paper we focus on those techniques that utilize images of a person's face to detect what emotions they are expressing.  Section 2 looks at a number of algorithmic approaches to emotion detection in faces.  Section 3 looks at approaches based on Neural Networks to the detection of emotion in human faces.  Section 4 explores the intersection of these two methods and how this synthesis can improve our emotion detection abilities.

2 Algorithmic Approaches


An algorithmic approach to problems like emotion detection has a number of intrinsic advantages.  The most important is that the methods by which an algorithm operates are directly apparent.  One can learn the theory behind how an algorithm that detects emotion operates, and contribute to its improvement.  This allows the design process to be much more directed than would be the case were this not possible.  The ability to understand how an algorithm operates can allow us to understand its weaknesses, how to improve upon it and how to apply insights gained to other problems.


We will present here a number of representative emotion detection algorithms in order to give us some sort of insight into the operation of emotion detection algorithms.  Our hope is that in exploring these algorithms we may be able to gain some deeper understanding of their conception of this problem. 

2.1  Facial Expression Recognition with PCA


In Qingzhang Chen's paper on using Principle Component Analysis the algorithm presented was based upon the use of FDP (facial definition parameter) points that were defined by MPEG4.  Their hope was that in using an aspect of a widely used standard their work could be tied into preexisting applications more readily.  For each of their subjects they have examples of that subject expressing various emotions as well as a neutral face in which that person was not expressing an emotion.  For each subject they used PCA to determine the significance of movements in the different FDP points to the expressions that they were testing.  This allowed them to create equations for each expression which took the movements of the FDP points as input and output a confidence value that the expression that that equation represented was present.


Here is an example:

Happiness(FPd) = 68.099*(0.885*fid(3)+0.882*fid(1)+0.872*fid(2)+0.857*fid(8)+0.854*fid(7)+0.816*fid(9)+0.794*fid(22))+11.048*(0.937*fid(16)+0.871*fid(19)+0.830*fid(17)+0.822*fid(15))


We can see that, assuming it is easy to find the FDP points on a human face with this algorithm it should be easy to calculate the likelihood any given expression we have an equation for is present.  The problem with this is twofold.  First, whenever the program encounters a novel person it must match them with one of the people in its database for which it has expression detection equations.  This is reasonable because people with similar facial structures will tend to express facial expressions similar ways.  Second, in order to do this match it requires an image of this novel person with a neutral expression so that it can determine how far their FDP points move relative to their positions in that persons neutral face.  This is much more problematic.  If we expect someone to be a long time user it could be reasonable to acquire an image of their 'neutral' expression.  In cases were we do not expect someone to be a long time user we cannot expect to have this information.  We would hope our computer would be able to recognize that someone was smiling or frowning without ever having seen that person before.

2.2  Facial Expression Recognition with Gabor-Wavelets


In Sung-Oh Lee and company's paper the authors looked at the advantages of combining multiple methods for detecting expressions.  The three methods that they studied were Gabor-Wavelets, PCA, and EFM (Enhanced Fisher Linear Discrimination Model).  Their explanations of how these three models work were not as good as one would hope.  It seems as though they wrote the paper assuming that the reader already knew how these operated, especially Gabor-Wavelets.  One would need to look up the papers that they cited in order to understand these algorithms.  Still, this doesn't detract from the conclusions they were able to make.  They used EFM and PCA alone to detect expressions and compared the recognition rates that they achieved with those methods with those they got when they paired PCA and EFM with Gabor-Wavelets.  They found that Gabor-Wavelets combined with EFM gave them the best results, with a recognition rate of 93%.


The results they gave in their paper were especially interesting because they listed their recognition rates for individual expressions and what they confused them with.  They found that happiness and surprise were the easiest expressions to recognize, with a 98% success rate for happiness and a 100% success rate for surprise.  In contrast, their success rates for sadness and anger were very low, 67% and 71% respectively, because they frequently confused each of those with the other and with a neutral expression.  It is probably the case that this confusion is intrinsic to the problem of facial expression recognition rather than to their methods.  Sadness and anger are very similar expressions and also seem to be the closest to a neutral expression of the basic set of expressions.

2.3  Real-Time Expression Recognition


The last algorithmic method for facial emotion detection we look at is that presented by Zhenggui Xiang.  This paper focused less than those we have already covered on the means by which specific expressions were detected.  Instead, they presented an algorithm which sought to reduce the computational intensity of finding and tracking a face for the purposes of emotion detection.  They recognized that, if we are tracking a person's face in a video feed we can use the fact that we have found their face in previous frames to significantly reduce the amount of work necessary to find their face in the current frame.  This is extremely useful, because most emotion detection algorithms are fairly computationally intensive.  Additionally, in a real world deployment, detection of a user's emotional state will be a small subsystem of much larger programs.  It could even be an optional part of the operating system.  This means that we want this emotion detection to take as little time as possible.


Their method involved two algorithms, one to find new faces and one to find a match in a new frame for a face that was found previously.  In the first they seek out any set of objects that could be a set of eyes, then try to find a mouth and a nose to match each pair of eyes.  If they decide a face is valid they save its coordinates.  In the second algorithm they look to see if they can match a pair of objects to the eyes of the face that they found.  If they can then they analyze the expression of this face.  It is interesting to note that the design of these algorithms means that the work to find a face and to detect the expression of a face are never done on the same frame.  This ensures that their worst case running time is much lower, which would help ensure smooth operation in a real deployment of the system.

2.4  Initial insight into Algorithmic Approaches


A number of the algorithms presented address design issues, such as running time, that are very important if we wish to move from the research stage to actual deployment of emotion recognition in computers.  Two of the algorithms presented were designed with ease of deployment in mind.  The first utilized the MPEG4 standard with the goal of being added into that standard.  The third used a face detection scheme that attempted to minimize the amount of work done on any given frame, which will minimize the performance impact of adding this feature to a software package.


We can also note that these algorithms frequently had problems with novel faces.  There were two basic routes that they took.  The first was to pair novel faces with some face that they could already detect emotions for.  Although faces are similar enough that given a large enough sample one should be able to find a close match, this is still an approximation that could yield difficulties.  The other method was to have a general purpose algorithm that didn't know anything about particular faces.  This method worked well, but it seems like we could take advantage of our past experiences with a particular face in order boost our recognition rate for expressions.

3 Neural Networks Approaches


Neural Networks provide a very different approach to this problem than the above algorithms.  The fundamental idea is that we let the computer learn how to recognize these expressions rather than explicitly laying out the method of detection to be used.  This has the significant advantage that we can special-case the recognition of our primary user's emotions.  This should allow us to get very good recognition rates for those users.  Also, the amount of work at the design stage of the algorithm creation process is much lighter.  We only need to design a method for the neural networks to learn how to detect expressions.  The detection algorithm itself is left for the network to decide.


Now we will present a number of neural networks that are designed to detect expressions in images of human faces.  As above, our hope is that in exploring the different design approaches embodied by each network we will gain some insight into their operation and possible improvements.

3.1  Recognition of Basic Facial Expressions


In the paper “The Recognition of Basic Facial Expressions by Neural Network” Kobayashi and Hara present a standard style emotion detection neural network.  Rather than use an entire image as input for their network they used 30 different points on the face as input.  They hoped these points would convey enough information that a network could identify the emotion being expressed.  They made another network that used another level of preprocessing to take those 30 data points and derive 21 measurements of the face that could be used as input.  They used regular back propagation adaline networks.  Each network had two hidden layers with 100 neurons and an output layer with 6 neurons, one for each universal expression.


They achieved recognition rates in a range from approximately 66% to 91% depending upon which type of inputs were used and which set of data was trained on.  Their best recognition rate of 91.2% was achieved using their largest data set and the 21 derived inputs.  In general, they got better results when they used the 21 derived values rather than the 30 data points.  They also got better results the larger the set of training data that they used.  The fact that the network was better able to handle the smaller set of data that was more directly relevant to the problem tells us that we should not expect to much from a neural network.  If the correlations it has to make between the data given to it are to complicated it won't be able to do that good of a job.  Also, giving the network more training data is almost always a good idea.

3.2  Using Emotion and Radial Basis Functions


Rosenblum presents an architecture that utilizes multiple networks in a very novel fashion.  The concept behind this network is that expressions do not take place in a frozen moment but change over time.  We can use this motion to detect what expressions a face is showing.  They computed the Optical flow, the amount different locations moved, in the image as preprocessing.  Next, they had networks for each facial feature that they wished to track and each cardinal detection that would detect whether that facial feature was moving in that direction.  The output from those networks was then fed into networks for each feature that output a polar direction of movement for that feature.  This was in turn fed into 2 networks, one for smiling and one for surprise, that would output where in time frame of that expression the face currently was.


This system achieved recognition rates between 70% and 85%.  These figures are good, although they aren't as good as the better of the algorithmic approaches that we discussed earlier.  The interesting part of this algorithm is that some of the preprocessing for the emotion detection networks is performed by other networks.  This should give this system a greater ability to detect emotion in a wider range of  situations.  For example, assuming this network is given a chance to learn, it should be able to learn how to handle a user with novel face structure.  None of the previous algorithms that have been presented could handle this situation particularly well.

3.3  Initial Insight on a Neural Networks Approach


These Neural Networks needed much less work in the design phase than the algorithms listed in section 2.  As discussed previously, the neural networks' main advantage is that they can learn how to recognize emotions on their own.  Rather than needing a human to figure out exactly how each problem should be solved we can make the computer figure out how it should solve the problem.  Still, the networks' solutions are normally not as good as one hand designed by a human.  This means that neural networks will be useful if we expect to have the time to adapt to novel experiences.  An example situation where neural networks could be worthwhile is if we have a long term user that the designers of a system didn't have any data about.  A network could specialize in this case.

4 Combining the Algorithmic and Neural Approaches


We can see that each method has advantages that we would want in an emotion detection system.  Hard coded algorithms tend to be somewhat more accurate and easier to understand while neural networks tend to be simple and adaptable if given the chance to learn.  This adaptability is a particularly desirable one.  We can expect that most emotion recognition software applications will have a small pool of long term users.  This is the type of software we want to deploy in a desktop environment.  At the same time, we don't want to lose the high success rates of the purely algorithmic approaches, since we would want our additional recognition ability from specialization to stack with the already high ability of one of the algorithmic approaches.  Also, we don't want to lose the openness of an algorithmic approach.  I believe that the last neural network shows us a way we can achieve these goals.


The motion based radial basis function architecture could be viewed as an algorithm that was implemented using neural networks.  It found the direction important features were moving in and used that information to determine what emotion was being expressed.  The only thing preventing us from using this same method on other algorithms is the question of what data we should use to train with.  Nevertheless, I feel that an emotion detection algorithm could be designed that used a large number of small neural networks.  This would let us keep the precision of an algorithmic approach yet still be able to specialize to a specific set of users in the field.  This sort of combination may be able to provide the best of both worlds.

5 Conclusions


This paper was an overview of algorithmic and neural networks based approaches to human facial emotion detection.  In particular, we focused on the possibility of combining these two approaches in the hopes that we might be able to gain the advantages of both methods.  If this is possible it would put the field of emotion detection much closer to the point deploying emotion detection software in a real world environment.  If this works as we hope, it will allow computers to react to users emotions which would ultimately make for a much friendlier computing environment.

References

Chen, Qingzhang. “A Facial Expression Classification Algorithm Based on Principle Component Analysis.” College of Information and Engineering, Zhejiang University of Technology, 2006.

Kobayashi, Hiroshi. “The Recognition of Basic Facial Expressions by Neural Network.” Science University of Tokyo.

Lee, Sung-Oh. “Facial Expression Recognition Based upon Gabor-Wavelets Based Enhanced Fisher Model.” Korea University, Seoul, Korea, 2003.

Rosenblum, Mark. “Human Emotion Recognition from Motion Using a Radial Basis Function Network Architecture.” University of Maryland, 1994.

Xiang, Zhenggui.  “Real-Time Facial Patterns Mining and Emotion Tracking.” Tsinghua University, Beijing, China, 2002.

